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Neural Processes and Prediction Maps
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Gaussian, TE Prediction Maps 2/7

• Gaussian, translation-equivariant (TE) prediction maps (ΠTE
G ):

π : D → Gaussian processes PG, π(TτD) = Tτπ(D).
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The Gaussian Neural Process
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• Given a non-Gaussian, stationary stochastic process f .

e.g., a sawtooth wave

• Posterior prediction map: πf : D → P, πf (D) = p(f |D).
• f stationary ⇐⇒ πf translation equivariant.
• Goal: approximate πf with Gaussian, TE π̃ ∈ ΠTE

G :

π̃(D) = arg min
µ∈PG

KL(πf (D), µ).
careful theoretical
analysis in paper

7 Approximate f with GP and perform GP inference.
X Directly approximate every posterior of f with a GP.
• Gaussian Neural Process (GNP): general parametrisation of π̃.

backed by universal representation theorem in paper



Gaussian Neural Process (GNP) 4/7

• GNP: fully general parametrisation of a TE map D → PG.
• Separately parametrises mean map m and kernel map k:

m : D → mean functions, k : D → kernel functions.

TE X diagonally TE?

• Build on SetConv (Gordon et al., 2020): functional
representation of data.

• Train with maximum likelihood:

θ∗ = arg max
θ

N∑
i=1

log p(D
(t)
i |D

(c)
i , θ).

X Closed-form predictive: no approximation required!



Architecture of the GNP 5/7
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• Inject white noise for stationary prior
• Necessity follows from theory
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Conclusion 7/7

• Gaussian Neural Process: param. of a TE map D → PG.

X Parametrisation is general (universal repr. theorem).
X Closed-form predictive: no approximation required.

7 Computationally expensive.

Julia: https://github.com/wesselb/NeuralProcesses.jl

Python: https://github.com/wesselb/neuralprocesses ( )

https://github.com/wesselb/NeuralProcesses.jl
https://github.com/wesselb/neuralprocesses
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